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ABSTRACT

This study explores the application of the K-Nearest Neighbors (KNN) algorithm in predicting stroke risk using a healthcare dataset
from Kaggle containing 5,110 patient records with demographic and clinical attributes. Preprocessing steps included categorical
encoding, normalization, and feature engineering, followed by model training using a pipeline that incorporated SMOTE to address
class imbalance. Hyperparameter tuning via GridSearchCV improved model performance. The final KNN model achieved an accuracy
of 84%, with a recall of 0.64 and precision of 0.18 for the stroke class, indicating moderate sensitivity but significant false positive rates
typical of imbalanced medical datasets. Evaluation metrics included the confusion matrix, ROC curve (AUC = 0.82), and precision-
recall curve (AP = 0.19). While the model demonstrates reasonable discriminative ability, the low precision suggests limited utility as
a standalone diagnostic tool. These findings contribute to the growing body of research on machine learning for clinical decision
support, emphasizing the need for balanced performance metrics in imbalanced datasets and highlighting KNN's potential as a

preliminary screening instrument when combined with clinical judgment.
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1 Introduction

Stroke is one of the most common causes of death and
disability worldwide. According to estimates by the American
Heart Association, approximately 800,000 stroke events occur
annually in the United States, of which 87 percent are ischemic
in nature [1]. Early assessment of stroke risk is vital, as effective
intervention can significantly reduce morbidity and mortality.
Conventional risk estimation relies on clinical scoring systems
and physician judgment, but these approaches may not fully
capture the complex interactions of biological, behavioral, and
environmental factors underlying stroke onset.

Recent advances in machine learning have enabled the
development of predictive models capable of learning patterns
from high-volume health datasets [2]. The K-Nearest Neighbors
(KNN) algorithm offers advantages for clinical classification
tasks due to its simplicity, interpretability, and non-parametric
nature. Previous research has demonstrated KNN's effectiveness
in stroke prediction using patient demographics, clinical signs,
and preconditions [2], [3].

The integration of electronic health record systems with
machine learning frameworks enhances continuous model
refinement and personalized risk stratification [4]. Hybrid
approaches combining KNN with deep transfer learning or
support vector machines offer additional performance
improvements [5], [6]. However, challenges persist regarding
data quality, model generalization, and integration into clinical
workflows. Researchers have addressed these limitations
through feature selection, dimensionality reduction, and cross-
validation techniques [7]. The development of explainable Al
tools further supports clinician trust in machine learning-based
diagnostic systems [8].

This study develops and evaluates a KNN-based model for
stroke risk prediction using a publicly available healthcare
dataset. Through rigorous data preprocessing, class imbalance

mitigation, and hyperparameter optimization, we aim to improve
predictive accuracy while maintaining model transparency. The
objective is to contribute evidence toward machine learning
applications in preventive healthcare and provide a scalable
solution for stroke risk assessment.

2 Methodology

The research workflow comprised data collection,
preprocessing, feature engineering, model development, and
evaluation phases. Fig. 1 illustrates the systematic approach
employed for stroke prediction using KNN classification.
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Fig. 1 Workflow of Stroke Prediction Using KNN
Classification

3 Data Collection

The dataset was obtained from the Kaggle repository,
containing 5,110 patient records with 11 attributes. The features
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encompass patient demographics, medical history, clinical
measurements, and stroke occurrence indicators. The target
variable, "stroke," is binary (1 = stroke occurred, 0 = no stroke).
Table 1 describes the dataset attributes.

Table 1 Stroke Prediction Dataset Attributes with Brief
Descriptions

Attribute Description
id Unique identifier for each patient
gender Gender of patient (categorical:

Male/Female)

age Age of the patient

hypertension Whether the patient has hypertension
(binary: 1 for yes, 0 for no)
Whether the patient has heart disease
(binary: 1 for yes , 0 for no)
Whether the patient has ever been
married (binary: YES/NO)

heart_disease

ever_married

work_type Type of work the patient is engaged in
(categorical: Private, Self-Employed,
etc.)

residence_type Type of residence (categorical:
Urban/Rural)

avg_glucose_level | Average glucose level in the blood
(continuous numerical value)

bmi Body Mass Index (continuous numerical
value)

Smoking status of the patient
(categorical: never smoked, formerly
smoked, smokes)

Target variable indicating whether the
patient experienced a stroke (binary: 1 =
stroke, 0 = no stroke)

smoking_status

stroke

4 Data Preprocessing

Data preprocessing was conducted to ensure data quality
and suitability for machine learning modeling. The
preprocessing pipeline consisted of data cleaning, missing value
imputation, feature engineering, categorical encoding, and
normalization.

4.1 Data Loading and Cleaning:

The dataset was inspected for missing values and irrelevant
columns. The 'id' column was removed as it contained no
predictive information. Missing values in numerical columns
were imputed using the median value, while categorical missing
values were imputed using the mode. This approach preserves
the central tendency of the data while minimizing distortion.

4.2 Feature Engineering:

Two derived features were created to capture clinically
meaningful patterns:

e Age Grouping: The continuous age variable was
categorized into four groups: Child (0-18 years), Young
Adult (19-35 years), Adult (3660 years), and Senior (61—
100 years). This binning strategy captures non-linear risk
patterns associated with different life stages, as stroke risk
increases exponentially with age rather than linearly.

e BMI Categorization: Body Mass Index was categorized
into five levels: Underweight (<18.5), Normal (18.5-24.9),
Overweight (25-29.9), Obese (30-40), and Severely Obese
(>40). These categories align with World Health
Organization clinical standards and may capture threshold
effects where risk increases disproportionately at certain
BMI levels.

e While binning continuous variables involves information
loss, it improves model interpretability for potential clinical
deployment and may capture non-linear relationships that
distance-based algorithms like KNN might otherwise miss.

Table 2 Categorization of Age and BMI Features

Transformation

Feature Method

Categories/Range

Child (0-18), Young
Adult (19-35), Adult
(36-60), Senior (61-100)
Underweight (<18.5),
Normal (18.5-24.9),
Overweight (25-29.9),
Obese (30-40), Severely
Obese (>40)

Age Group Binning(pd.cut)

BMI

Category Binning (pd.cut)

4.3 Categorical Encoding and Data Normalization:

Categorical features were converted to numerical
representations using label encoding. Numerical features were
standardized using mean normalization (z-score
standardization), resulting in features with zero mean and unit
variance. This standardization is essential for KNN performance,
as the algorithm relies on distance calculations that are sensitive
to feature scales.

Table 3 Methods for Encoding and Normalizing Data
Step Method Used

Description

“LabelEncoder
(Scikit-learn)

Categorical
Encoding

Converts string-based
categories (e.g., gender,
work_type) into numeric
values.

Standardizes numerical
values (mean =0, std = 1).

Normalization | “StandardScaler

5 Model Development
5.1 Target Variable Identification:

The target variable for prediction was the binary "stroke"
indicator. Feature selection was guided by domain knowledge
regarding stroke risk factors and correlation analysis. Selected
features included age, hypertension status, heart disease
presence, BMI, smoking status, and work type.

5.2 Nearest Neighbors Algorithm:

KNN is a non-parametric, instance-based learning algorithm
that classifies data points based on the majority class among their
k nearest neighbors in feature space. The algorithm operates on
the principle that similar instances (measured by distance
metrics) are likely to share the same class label. KNN was
selected for this study due to its simplicity, interpretability, and
effectiveness in medical classification tasks where decision
boundaries are irregular.

The classification process involves calculating distances
between the query instance and all training instances, selecting
the k closest neighbors, and assigning the majority class. Two
distance metrics were evaluated: Euclidean distance (L2 norm),
measuring straight-line distance between points, and Manhattan
distance (L1 norm), measuring the sum of absolute coordinate
differences.

5.3 Hyper-parameter Optimization:

GridSearchCV with 5-fold stratified cross-validation was
employed to optimize three key hyperparameters:
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k_neighbors: The number of nearest neighbors to consider
(range: 5-200)

p: Distance metric (1 = Manhattan, 2 = Euclidean)

weights: Uniform weighting or distance-based weighting

The optimization objective maximized ROC AUC score to
ensure balanced performance across classes. The optimal
configuration selected k=199 with Manhattan distance (p=1) and
distance-based weighting. The large k value likely reflects the
need to smooth predictions in a dataset with significant class
overlap and the effects of SMOTE-generated synthetic samples,
which create denser neighborhoods requiring broader context for
stable classification.

5.4 Feature Selection:

The most relevant features for predicting stroke risk were
selected based on domain knowledge and correlation with the
target variable. These features include age, hypertension, heart
disease, BMI, smoking status, and work type.

5.5 Nearest Neighbors (KNN) Model Development

The K-Nearest Neighbors (KNN) algorithm was chosen for
this study due to its simplicity and effectiveness in classification
tasks. KNN is a distance-based algorithm that classifies data
points based on the class of their k nearest neighbors in the
feature space.

5.5.1 KNN Formula:

The classification rule for KNN can be represented as:

f(x) = majority class of the k nearest neighbors of x

Where:

k= Number of nearest neighbors to consider.
p= Distance metric (Manhattan or Euclidean).
f(x)= The predicted class for the point x.

5.5.2 Choosing the Number of Neighbors (k):

The number of neighbors, k, determines how many
neighboring data points influence the classification of a new data
point. GridSearchCV was employed to find the optimal value of
k and other hyperparameters such as the distance metric (p) and
the weight assignment scheme (weights).

5.5.3 Distance Metric:

KNN relies on calculating the distance between points in the
feature space. Two distance metrics were tested.
e Euclidean Distance (p=2): The straight-line
distance between two points.
e Manhattan Distance (p=1): The sum of the
absolute differences of the coordinates.

5.5.4 Handling Class Imbalance:

The dataset exhibited significant class imbalance, with
stroke cases representing approximately 5% of records. To
prevent the model from bias toward the majority class, SMOTE
(Synthetic Minority Over-sampling Technique) was applied
within the training pipeline with a sampling strategy of 0.5,
creating synthetic minority class examples until the minority-to-
majority ratio reached 1:2. This approach balances the dataset
while avoiding overfitting that might occur with simple random
oversampling.

5.5.5 KNN Model Pipeline:

The complete pipeline integrated preprocessing, resampling,
and classification stages to ensure consistent transformation of
training and test data. The pipeline structure prevented data

leakage by ensuring that SMOTE was applied only to training
folds during cross-validation.

Table 4 Components of the KNN Model Pipeline

Step Method/Tool Used
SMOTE | SMOTE(sampling_strategy=0.

Purpose
Balances dataset

5)° by oversampling
minority (stroke)
cases
Scaling | StandardScaler()’ Normalizes

feature values
Classifier |'KNeighborsClassifier(weights= |Performs KNN
'distance’, n_neighbors=199, classification
p=1)" using Manhattan
distance

6 Model Training
6.1 Train-Test Split;

The dataset was partitioned into 80% training and 20%
testing sets using stratified sampling to preserve class
distribution. Stratification ensures that both sets maintain the
original imbalance ratio, preventing evaluation bias from
unequal class representation.

Table 5 Dataset Partitioning with Train-Test Split

Parameter | Description Value
_ The ratio of the da’gas_et 80%Training,
Data Split for the used for training 20%Testing
and testing
The scikit-learn
Function function used to train_test_split

perform the split
A parameter to ensure
the training and testing

Stratification | sets have a similar stratify=y
proportion of classes as
the original dataset

Random -

State Reproducibility seed 42

The dataset was divided into 80% training set and 20%
testing set using train_test_split with stratify=y to maintain class
balance.

6.2 Evaluation Metrics:

Model performance was assessed using multiple metrics
appropriate for imbalanced classification:
e Accuracy: Overall correct prediction rate
e Precision: True positives divided by total positive
predictions
e Recall (Sensitivity): True positives divided by actual
positives
e F1 Score: Harmonic mean of precision and recall
e ROC AUC: Area under the Receiver Operating
Characteristic curve
o Average Precision: Area under the Precision-Recall curve
The confusion matrix was analyzed to quantify true
positives, false positives, true negatives, and false negatives.
ROC and Precision-Recall curves were generated to visualize the
trade-off between sensitivity and specificity.

6.3 GridSearchCV for Hyperparameter Optimization:

GridSearchCV was used to search for the best combination
of hyperparameters for the KNN model. The k_neighbors, p
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(distance metric), and weights (uniform or distance-based
weighting) were tuned to maximize the ROC AUC score and
optimize the model’s performance.

Table 6 Parameters and Results from GridSearchCV
Optimization

Parameter Values Tested Selected Best
Tuned Value
k_neighbors Range of values 199

(e.g., 5-200
Distance Metric | Manhattan (p=1), Manhattan (p=1)
(p) Euclidean (p=2)

Weights Uniform, Distance Distance

7 Model Evaluation
7.1 Performance Metrics:

After training, the model was evaluated on the test set using
various performance metrics:

Accuracy: The proportion of correct predictions.

Precision: The proportion of true positives among all
positive predictions.

Recall: The proportion of true positives among all actual
positives.

F1 Score: The harmonic mean of precision and recall
classes.

ROC AUC: The area under the Receiver Operating
Characteristics curve, indicating the model’s ability to
distinguish between

Table 7 Performance Scores of the KNN Model

Metric Score

Accuracy 0.84

Precision 0.18

Recall 0.64

F1 Score Reported in study
ROC AUC 0.82

Average Precision 0.19

7.2 Confusion Matrix and ROC Curve:

The confusion matrix was plotted to visualize the true
positives, false positives, true negatives, and false negatives.
Additionally, the ROC curve and precision-recall curve were
plotted to visualize the trade-off between sensitivity and
specificity.

8 Result and Discussions
8.1 Classification Report:

The KNN model achieved an overall accuracy of 0.84 on the
test set. However, accuracy alone is misleading in imbalanced
datasets [9], necessitating examination of class-specific metrics.
For the stroke class (minority), precision was 0.18, recall was
0.64, and F1 score was 0.28. The ROC AUC of 0.82 indicates
reasonable discriminative ability, while the average precision of
0.19 reflects the challenge of identifying stroke cases amid the
class imbalance.

Table 8 Performance Metrics of the KNN Model

Metric Score
Accuracy 0.84
Precision (Stroke Class) 0.18
Recall (Stroke Class) 0.64
F1 Score (Stroke Class) 0.28
ROC AUC 0.82
Average Precision 0.19

8.2 Clinical Interpretation of Results:

The model's performance characteristics have significant
implications for clinical application. A recall of 0.64 indicates
that the model successfully identifies approximately two-thirds
of actual stroke cases. In a screening context, this suggests utility
for flagging patients who warrant further evaluation, potentially
catching cases that might be missed in routine care.

However, the precision of 0.18 reveals substantial
limitations. For every 100 patients flagged as high-risk, only 18
actually experience strokes, while 82 are false positives. This
82% false positive rate would create considerable clinical burden
if deployed as a standalone diagnostic tool, generating
unnecessary anxiety, additional testing costs, and potential
overtreatment. The model is therefore best suited as a
preliminary risk stratification instrument to augment clinical
judgment rather than an autonomous decision system.

The F1 score of 0.28 reflects the inherent tension between
sensitivity and precision in this context. While higher recall
minimizes missed cases (false negatives), the associated
precision penalty may limit practical utility in resource-
constrained settings.

8.3 Comparison with Prior Research:

Table 9 compares our results with previous studies using
similar datasets and methodologies. Dhamija [6] reported KNN
accuracy of 95% using a different dataset partitioning approach,
though precision and recall were not specified. Y.Deng et al. [7]
conducted a systematic review finding that ensemble methods
generally outperform single classifiers for stroke prediction, with
random forests achieving AUC values of 0.85-0.91.

Our AUC of 0.82 is competitive with single-classifier
approaches but falls below ensemble methods. The lower
precision relative to other studies may reflect our conservative
approach to SMOTE (0.5 ratio rather than full balancing) or the
specific feature engineering choices. The high recall (0.64)
compared to typical medical screening tools (often 0.50-0.70 for
rare conditions) suggests KNN captures meaningful patterns in
the data.

Table 9 Comparison of results with previous studies using
similar datasets and methodologies

Study Method |Accuracy |Precision |Recall |AUC
Dhamija [6] |[KNN 0.95 Not Not Not
reported |reported |reported
Y.Deng et |[Various [0.82-0.94 |0.15-0.35 |0.55—- |0.85-
al. [7] ML 0.78 0.91
This Study |KNN 0.84 0.18 0.64 0.82

8.4 Confusion Matrix:

The confusion matrix in Fig. 2 shows that the model
produces a precision of 0.18 for stroke predictions indicating that
a portion of its positive predictions are incorrect. This level of
precision suggests that while the model is capable of identifying
stroke cases, it also yields a number of false positives. As noted
[10], such outcomes are expected in models trained on
imbalanced datasets, where predicting the minority class
presents additional challenges. These results point to
opportunities for further enhancement, particularly in improving
the model’s precision for stroke classification.
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Fig. 2 Confusion matrix of the KNN model for stroke
prediction on the test set, showing counts of true positives, false
positives, true negatives, and false negatives.

8.5 Class Distribution:

The class distribution in the dataset as shown in Fig. 3 is
imbalanced, with more instances of “No Stroke” than “Stroke,”
which can affect the model’s ability to learn patterns associated
with the minority class.

Class Distribution

1000

8004

600 4

Count

2004

T
No Stroke Stroke
Class

Fig. 3 Class distribution of stroke and non-stroke cases in the
dataset, showing an imbalance between the majority (“No
Stroke”) and minority (“Stroke”) classes.

This kind of imbalance is common in medical datasets and
may influence the performance of classification algorithms by
making them more responsive to the majority class. To manage
this, the study implemented Synthetic Minority Oversampling
Technique (SMOTE) during training to generate synthetic
examples of stroke cases, helping the model to better recognize
patterns in the minority class. Additionally, extensive
hyperparameter tuning was carried out through grid search and
cross-validation to ensure that the model’s performance was
optimized fairly across both classes. Future improvements may
continue to build on these approaches or explore other

imbalance-aware algorithms, as suggested [11], to further
support balanced learning and reliable classification.

8.6 ROC Curve:

The Receiver Operating Characteristics (ROC) curve as
shown in Fig. 4 illustrates the model’s capability to differentiate
between stroke and non-stroke cases. An area under the curve
(AUC) of 0.82 indicates a satisfactory level performance
suggesting the model is reasonably effective, though not
outstanding. This value demonstrates that model can distinguish
between classes with a fair degree of reliability, which is
important in  supporting clinical decision-making. As
emphasized by [12], the AUC is a widely accepted metric for
evaluating the overall quality of classification model.
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Fig. 4 Receiver Operating Characteristic (ROC) curve of the
KNN model for stroke prediction, showing the model’s ability
to distinguish between stroke and non-stroke cases with an area
under the curve (AUC) of 0.82.

8.7 Precision-Recall Curve:

The Precision-Recall curve as shown in Fig. 5 helps evaluate
model performance in situations with class imbalance, such as
the higher number of non-stroke cases in the dataset. An average
precision (AP) score of 0.19 and a recall of 0.64 suggest that the
model retrieves a portion of actual stroke cases while also
producing some incorrect positives. This indicates a performance
that is neither highly precise nor highly sensitive, reflecting a
moderate outcome that could be useful with further refinement.
As noted in [13], maintaining reasonable recall is important in
clinical contexts to avoid missing relevant cases.

9 Limitations and Root Cause Analysis

Several factors likely contributed to the model's
performance characteristics:

Algorithm Limitations: KNN's distance-based approach
assumes that similar feature vectors imply similar outcomes.
However, stroke risk involves complex, non-linear interactions
between variables (e.g., age and hypertension may interact
multiplicatively) that KNN may not capture effectively without
extensive feature engineering. The curse of dimensionality may
also degrade distance metric effectiveness as feature space
expands.
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Fig. 5 Precision-Recall curve of the KNN model for stroke
prediction, showing model performance under class imbalance
with an average precision of 0.19 and recall of 0.64.

Feature Engineering Trade-offs: The decision to bin age and
BMI, while improving interpretability, may have discarded
information crucial for precise risk stratification. Continuous
variables often contain discriminative information lost in
categorization.

Class Imbalance Severity: With only 5% positive cases, the
dataset presents extreme imbalance. Even with SMOTE, the
synthetic samples may not fully represent the true distribution of
stroke cases, potentially creating artificial neighborhoods that
confuse the classifier.

Optimal k Value: The high k=199 suggests that local
structure in the data is noisy, requiring the algorithm to consider
distant neighbors for stable predictions. This may indicate
feature overlap between classes or the influence of SMOTE-
generated samples creating dense, homogeneous regions [14].

Implications for Clinical Practice

Despite limitations, the model offers value as a preliminary
screening tool. In clinical workflows, the model could flag high-
risk patients for physician review, ensuring that 64% of potential
stroke cases receive additional attention. The high false positive
rate necessitates follow-up protocols to manage unnecessary
alerts, such as secondary risk assessment before invasive testing.

The model is not recommended for standalone diagnostic
decisions. Instead, it should integrate with electronic health
record systems as a decision support tool, presenting risk scores
alongside patient data for clinician interpretation. Future
development should focus on ensemble methods or deep learning
architectures that may better capture complex feature
interactions.

10 Conclusion

This study developed and evaluated a K-Nearest Neighbors
model for stroke risk prediction using a publicly available
clinical dataset. The model achieved 84% accuracy and 0.82
AUC, with 0.64 recall but only 0.18 precision for stroke
detection. While the model demonstrates reasonable ability to
distinguish stroke cases, the high false positive rate limits
standalone clinical utility.

The application of SMOTE, feature engineering, and
hyperparameter tuning improved minority class detection, but
fundamental challenges of class imbalance and algorithm
limitations persist. The results suggest KNN is viable as a
preliminary screening tool when combined with clinical
judgment, but not as an autonomous diagnostic system.

Future research should explore ensemble methods,
advanced resampling techniques, and deep learning approaches
to improve precision without sacrificing recall. Integration with
larger, multi-site datasets may also enhance generalizability and
performance. These findings contribute to the evidence base for
machine learning in preventive healthcare, highlighting both the
potential and the practical constraints of current approaches.
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